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1 An example challenge: the calibration challenge1 

1.1 General definition 
Calibration can be performed according to different strategies, for example using multiple views of a 2D 
pattern or a single view of a 3D pattern. Even when they rely on 2D patterns, different toolkits may use 
calibration targets that are based on different patterns, to the extent that specific 2D patterns are often 
sold by toolkit vendors. Additionally, different operating procedures2 and different algorithms may also be 
adopted. 

What we wish to benchmark is the calibration procedure as a whole, so that each toolkit will be provided 
with calibration images of its specific target.  However, we are currently assuming that only 2D patterns are 
used, and that the operating procedure is the same for all machine vision libraries. 

The main aim is to assess the accuracy with which a toolkit allows for computing the positions of a set of 
relevant points (hereinafter also referred to as “verification points”) after calibration has been performed. 
Relevant points will cover several positions of a 3D space, so that accuracy can be evaluated across the 
whole region of interest.  

Accuracy is evaluated by computing the mean value of the Euclidean distance between the true point 
position and the position estimated by the toolkit (hereinafter this distance will be referred to as “error”) 
across all verification points. In addition we will also provide the standard deviation of the error. 

No additional information about precision is provided. 

A secondary goal of the benchmark is to assess the results of the calibration procedure performed by each 
toolkit when the influence of the specific pattern localization algorithm deployed by the toolkit is 
minimized (this is especially relevant since, as  different toolkits use different calibration patterns, we 
cannot provide them always with the same calibration images and also because different patterns have a 
different number of calibration points). Purposely, calibration will proceed as follows: 

 We have selected a calibration target of our choice (we have chosen a standard asymmetric 
checkerboard because it is used by OpenCV and our procedures are also based on OpenCV). 

 For each (still distorted) target image we will localize the calibration points with a standard method 
(the OpenCV implementation of the Harris corner detector, hereinafter also referred to as the 
“standard localization procedure”). 

 We will provide each toolkit with the same set of 2D image coordinates and 3D world coordinates of  
the calibration points. 

Two procedures will be used to assess the calibration accuracy, the first based on back projection (i.e. 
world to image), the second based on forward projection (i.e. image to world). In the former procedure 
the ground truth is represented by the 2D coordinates of the verification points in the undistorted image, 
in the latter by the 3D world coordinates of the verification points in a measurement bench reference 
frame (see next). 

Execution time is not considered of paramount relevance since calibration is usually performed only once 
in a while and offline. In addition, the time required for the execution of a real calibration procedure 
includes also the time needed  to acquire the calibration images, while this part of the work in our case has 
been done offline. However, since one of the considered parameters is the number of images used to carry 
out calibration, the ability to calibrate using a limited number of images represents indeed an efficiency 
index . 

                                                           

1
 This challenge, at present, considers only single camera systems with spherical lenses. 

2
 How calibration information (images and/or points coordinates) is acquired and passed to the toolkit. 
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1.2 Main Parameters 
The following parameters will be taken into account when performing calibration: 

 Resolution of the camera: VGA, 1Mp, 2Mp, 5Mp. 

 Optic: larger field of view (higher distortion) as well as smaller field of view (smaller distortion).  

An image of the setup used for the acquisition of calibration images, together with a table showing the 
characteristics of each camera, is provided below. 

 

 

Figure 1.1: The image acquisition setup 

ID CAMERA RESOLUTION OPTIC mm/pix3 

1 Dalsa Genie M640-1/2 VGA 8 mm 1.24 

2 Dalsa Genie M640-1/2 VGA 6 mm 1.65 

3 Point Grey FL2G-13S2M 1 Mp 8 mm 0.47 

4 Point Grey FL2G-13S2M 1 Mp 6 mm 0.63 

5 Datalogic Matrix410 2 Mp 9 mm 0.49 

6 Dalsa Genie M1600-1/1.8 2 Mp 6 mm 0.73 

7 IDS UI-1480SE-M 5 Mp 8 mm 0.28 

8 Basler Ace 5 Mp 6 mm 0.37 

Table 1.1: Characteristics of the cameras used within the image acquisition setup 

 Quality of the calibration target: three different patterns have been identified that meet the needs of 
all libraries considered so far, and their calibration points have been uniquely numbered:  

o The standard asymmetric checkerboard (a). 

o The Cognex checkerboard (b)4. 

                                                           

3
 The mm/pixel is intended at a working distance of 1 meter (farther working distance). 
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o The MVTec array of circles (c). 

 

 
Figure 1.2: The three main calibration targets with  calibration points uniquely numbered 

For each pattern, two physical calibration targets of different quality will be used: 

o A high quality (hereinafter also referred to as “HQ”) target that has been acquired from the 
vendor, when available (i.e. Cognex, MVTec),  or provided by VIALAB (in the case of the standard 
checkerboard). This type of target has three relevant characteristics: 

 High quality printing. 

 Certified real world coordinates of calibration points (measured by VIALAB in the case of the 

standard checkerboard). 

 Well defined physical edges, in order to allow the alignment of previous coordinates with a 

global reference system by mechanical measurements. 

o Low quality (hereinafter also referred to as “LQ”) targets that have been provided by VIALAB  by 
printing on paper with a given laser printer the same patterns as the HQ targets (with files, when 
needed, provided by vendors). 

 Number of calibration images. Calibration will be performed using sets of images of different 
cardinality (i.e. 10, 17, 24 and 30 images). 

Different lighting conditions could lead to different calibration results; however we have ignored this aspect 
and used constant illumination throughout our benchmark. This is because calibration is expected to be 
performed always under optimal conditions. For the same reason no deformations (e.g. noise) have been 
synthetically injected into calibration images. 

At present, the calibration benchmark will be executed only on a standard PC: embedded architectures, 
GPUs and HW accelerators are not considered. 

1.3 Component tasks 
The assessment procedure consists of two steps: 

 In the first step, the toolkit is provided with all the images and/or information required to perform the 
calibration. 

 In the second step, the outcome of the calibration procedure is assessed by computing the mapping 
between 3D world coordinates and 2D image coordinates of verification points. This mapping is 
obviously determined by the calibration parameters computed during the first step. 

Calibration will rely on 3D coordinates in the reference system of a mechanical measurement bench5 
(hereinafter also referred to as “WRF”). Therefore, for the first calibration image in each sequence 

                                                                                                                                                                           

4
 Cognex has not provided its own pattern, so the standard checkerboard will be used also for its toolkit. 

5
 Datasheet available at http://www.rotondi.it/download/aster3d_ing.pdf. 

http://www.rotondi.it/download/aster3d_ing.pdf
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(hereinafter also referred to as “position 0”), we need to compute the coordinates of each calibration point 
in such a reference system to allow the computation of the transformation between the camera reference 
frame (hereinafter also referred to as “CRF”) and the WRF. To do this, first of all we have computed the 
coordinates of calibration points in a reference frame local to the target6 (hereinafter also referred to as 
“LRF”) and then we have estimated the rigid transformation between this reference frame and the WRF. 
The figure below shows how WRF and LRF are related each other. 

 

 
Figure 1.3: The relation between WRF and LRF 

The whole used image acquisition procedure has been divided in two main steps: 

 We have computed the positions of all the calibration points with respect to the LRF: 

o The coordinates of the uppermost left calibration point (i.e. point 0 in Figure 1.2) have been 
measured with respect to LRF using an optical measurement bench7. 

o The orientation of the pattern structure relative to the LRF has also been determined by means of 
the optical measurement bench. 

o The LRF coordinates of all other calibration points have been computed based on the previous 
measurements and on the theoretical structure of the calibration target (using the provided 
certificated real world coordinates, when available, or measured by us in HQ targets; using 
nominal values in LQ ones). This is meant to assess the relevance of the usage of a HQ calibration 
target respect to a LQ one. 

When implementing the above described procedure, we have encountered a number of problems that 
we reported in Appendix A.  

 The target is placed in position 0 in the WRF and the coordinates of all calibration points are 
computed. This is done by measuring the WRF coordinates of the target physical edges (using the 3D 
mechanical measurement bench) and then computing all the calibration points coordinates in the WRF 
using the previous optical measurements in the LRF (the coordinates of each calibration point in the 

                                                           

6
 The physical edges  of the target, for the purpose of this description, will be assumed perpendicular. In practice, 
the actual skew angle will be taken into account. 

7
 Datasheet is available at http://www.crottsandsaunders.com/PDF/Mitutoyo/QuickVisionApex.pdf, model 
QuickVision Apex Pro-III. 
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WRF are computed by combining its coordinates in the LRF with the measured rigid transformation 
between LRF and WRF).  

Of course, the assumption is that, during the acquisition, the CRF of each camera remain perfectly fixed 
respect to the WRF. In order to reduce problems caused by possible little movements of the cameras, we 
have acquired all the measured images (verification and calibration position 0 images) in the shorter 
possible time (less than 6 hours). 

At this point, as stated previously, 2 different calibration procedures will be pursued (hereinafter referred 
to as “CP1” and “CP2”): 

 CP1: 

o The toolkit is provided with the measured WRF coordinates of the calibration points (numbered 
as in Figure 1.2) in position 0 and the image of the target in position 0. 

o The toolkit is provided with N-1 images of the target (N = 10, 17, 24 and 30) and, for each image, 
with the 3D local coordinates of the calibration points; in this local reference system, different to 
LRF, the uppermost left point (i.e. point 0) will have coordinates x=y=z=0 and all points will have 
z=0. In the first 10 images the target positions cover the whole field of view of the camera at 
different orientations, in order to make possible the calibration using only these images. Other 
calibration images will change the pattern orientation and its distance from the camera. The 
following figure shows an example of the whole set of calibration images when using the standard 
checkerboard pattern. 

 

 
Figure 1.4: An example of the whole set of the calibration positions, red circles highlight the 4  subsets of images 

 CP2: 

o The toolkit is provided with the WRF coordinates of the calibration points in position 0 together 
with their 2D image coordinates (in the distorted image). 

o The toolkit is provided with 3D local coordinates of the calibration points of the target (the local 
reference system is the same described in CP1) together with their corresponding 2D image 
coordinates (in the distorted image); 

As previously mentioned, in CP2 2D image coordinates will be extracted by the standard localization 
procedure and, accordingly, a suitable target (the standard HQ checkerboard) will be used. The sets of 
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images (positions, orientations and distances from the camera) used in CP2 is the same as those used in 
CP1. 

With both procedures CP1 and CP2, we expect that the toolkit will return us the intrinsic parameters of the 
camera and its extrinsic parameters related to the position 0 of the target. 

According to the standard camera model, intrinsic parameters must be expressed as a 3x3 matrix 
(accounting for the focal length expressed in horizontal and vertical pixel units, and image coordinates of 
the principal points, though a skew coefficient may be included too), lens radial and tangential distortion 
coefficients8. 

Extrinsic parameters must be expressed as a 3x3 rotation matrix ( ) and a translation vector ( ) so that, if 
   is a point expressed in the CRF and    the same point expressed in the WRF, the following relation holds:  

             (1) 

and, of course:  

              .  (2) 

1.4 Dataset and ground truth 
The standard HQ checkerboard will be used again for the construction of the verification image dataset and 
the related ground truth. 

Images of this target has been taken in several positions (the checkerboard has been positioned at different 
heights and, for each height, images of the specific pattern has been acquired in different positions), as 
shown in the figure below. 

 

 
Figure 1.5: An example of the whole set of verification images 

                                                           

8
 Each toolkit will specify the actual number of coefficients (usually 6 for radial distortion and 2 for tangential 
distortion). 
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For each position, the WRF coordinates of each verification point has been computed as follows: 

 The LRF coordinates of each verification point has been measured using the optical measurement 
bench, as described in the previous section. 

 The WRF coordinates of all verification points are computed using the same procedure described in 
the previous section. 

The corresponding 2D image coordinates will be computed as follows: 

 We have taken multiple images of the checkerboard in a given position. 

 We will remove the lens distortion in each image by the specific undistortion procedure provided by a 
given toolkit and using the distortion parameters computed by its calibration. 

 We will localize the verification points in each image with the standard localization procedure. 

 We will mean the localized 2D image coordinates of the verification points across all images related to 
the same position to reduce the impact of image noise. 

Notice that, proceeding in this way, a specific ground truth will be constructed for each toolkit because of 
the different estimated distortion parameters and undistortion procedure associated with each toolkit. 
Vendors shall provide the undistortion function also in order to reduce problems caused by interpolation 
methods. 

1.4.1 Repeatability test 
In order to assess the quality of the standard localization procedure we have studied its repeatability across 
all verification images. 

Since the verification points are extracted from a set of images affected by noise, their positions are 
considered to be two-dimensional random variables. For each verification point on each group of images 

having the same view, we have determined the mean position vector    
  

  
  and the associated 

covariance matrix    
      

      
 , which fully describes the uncertainty of the localization procedure.  

Hence, to get a general overview, we have introduced eight average covariance matrixes, consisting of the 
average values over all points and all images for each camera. Then we have determined the area of the 
uncertainty ellipses in both the image plane (pixel2) and the target plane at distance of 1 meter (mm2). 

Results are reported in the attached file and, synthetically, in the table below. 

 

ID CAMERA RESOLUTION OPTIC Area (pixel2) Area (mm2) 

1 Dalsa Genie M640-1/2 VGA 8 mm 0.0032 0.0050 

2 Dalsa Genie M640-1/2 VGA 6 mm 0.0048 0.0131 

3 Point Grey FL2G-13S2M 1 Mp 8 mm 0.0969 0.0213 

4 Point Grey FL2G-13S2M 1 Mp 6 mm 0.0103 0.0040 

5 Datalogic Matrix400 2 Mp 9 mm 0.0056 0.0013 

6 Dalsa Genie M1600-1/1.8 2 Mp 6 mm 0.0153 0.0082 

7 IDS UI-1480SE-M 5 Mp 8 mm 0.0335 0.0025 

8 Basler Ace 5 Mp 6 mm 0.0294 0.0040 

Table 1.2: Areas of the average uncertainty ellipses for each camera. 
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However, we are willing to compare it with others localization procedures, possibly provided by the 
vendors (the prototype of a suitable function will be part of the challenge API definition). 

1.5 Evaluation metrics 
Two methods will be used to evaluate the accuracy of the calibration procedure: back projection and 
forward projection. 

As mentioned, the overall efficiency of the calibration procedure will be evaluated based on the number of 
images that are necessary to converge to the final results (i.e. the calibration parameters computed when 
all the 30 calibration images are taken into account). 

The effect of the quality of the calibration target will be assessed by comparing the accuracy and the 
convergence achieved by a toolkit when the two different physical targets are used; a third comparison will 
be made with the results achieved when calibration is carried out using as input data the calibration points 
image coordinates (CP2), extracted by us with the standard localization method, rather than the actual 
calibration images (CP1). 

1.5.1 Back projection 
Perspective projection will be used to find the ideal 2D image coordinates of known 3D points (the 
verification points) using the calibration parameters computed by a given toolkit. 

The coordinates of each verification point in the corresponding undistorted verification image will be 
extracted and the mean (across all verification points) back projection error will be computed. The error 
will be expressed in pixel units. 

Perspective projection could influence the results, for this reason the function which performs this 
computation will be toolkit-specific and vendors will be required to provide it. 

1.5.2 Forward projection 
The calibration parameters will be used also to project a set of verification target points (which z coordinate 
in the CRF is known and given to the toolkit) from the undistorted image to WRF coordinates. The 
projection error will be computed using the projected x-y-z coordinates and WRF coordinates obtained 
through measurement. 

Two variants of this procedure will be required to vendors: 

 The first is the exact reverse of back projection, so that the only difference is that the error will be 
expressed in mm instead of in pixel. The specific 2D image coordinates of the ground truth related to a 
toolkit will be projected to WRF coordinates using the intrinsic and the extrinsic parameters and the z 
coordinates in the CRF; the latter is computed from the WRF measured coordinates using again the 
extrinsic parameters provided by the toolkit according to equation (1). The ground truth 2D image 
coordinates will be extracted by the calibration engine using the standard localization procedure. 

 In the second variant,  the evaluated toolkit is requested to extract the features to be projected using 
its own corner detector. To allow for robustly extracting such features, the whole set of images related 
to a given pose of the verification target is provided to the toolkit. The same forward projection 
procedure is then used also with this variant. 

In both cases we ask the toolkit to return the WRF coordinates of each verification point. The error, 
averaged over all verification points, will be expressed in mm. 

1.5.3 Results 

For each toolkit and for each test configuration, defined by the tuple [number of calibration images/points, 
calibration by images/by points, type of target, camera resolution, camera optic] the following information 
will be reported in a CSV file: 
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 [mean error, error standard deviation] over all verification points, for the 3 verification strategies (back 
projection and the two forward projection variants). 

 [mean absolute normalized error difference, mean absolute normalized standard deviation difference] 
between the 3 average errors described above and the same errors computed for a similar 
configuration but with 30 calibration images (or equivalent number of points). This means that, for 
each verification strategies (then we will average these value), we will compute these 2 quantities: 

   
         

   
  and     

        

   
 

where   ,    are the mean error and standard deviation obtained with a calibration performed using n 
images and    ,     are the mean error and standard deviation obtained with a calibration performed 
using 30 images with a similar configuration of other parameters. 

Notice that: 

 The number of calibration images/points will be expressed as image-equivalents9. 

 Target type will be LQ or HQ. Calibration performed with points will be based on the HQ standard 
checkerboard target. 

 Error will be expressed in pixel in case of back projection, mm in case of forward projection in both its 
variants. 

The following overall summary results will be computed and reported in a companion Excel spreadsheet 
where the CSV data will be copied into: 

 Mean error and error standard deviation over all verification points for all considered configurations 
(calibration procedures, number of calibration points, camera parameters, target qualities); 

 Mean error, error standard deviation and mean absolute normalized differences between 
corresponding mean errors over all configurations (calibration procedures, camera parameters, target 
qualities) with a same number of calibration images (or equivalent points) with respect to the “30 
images calibration” errors. 

 Mean error, error standard deviation and mean absolute normalized differences between 
corresponding mean errors over all configurations (camera parameters) with a same number of 
calibration images (or equivalent points) with respect to the “30 images calibration” errors, when we 
change the quality of the target (HQ vs. LQ) or the calibration procedure (based on images vs. based on 
points). 

 Mean error, error standard deviation and mean absolute normalized differences between 
corresponding mean errors over all configurations (calibration procedures, target qualities, camera 
optics) with a same number of calibration images (or equivalent points) with respect to the “30 images 
calibration” errors, when we change the resolution of the cameras. 

 Mean error, error standard deviation and mean absolute normalized differences between 
corresponding mean errors over all configurations (calibration procedures, target qualities, camera 
resolutions) with a same number of calibration images (or equivalent points) with respect to the “30 
images calibration” errors, when we change the optic of the cameras. 

Summary results will not highlight other combinations of test parameters. However, the information 
collected in the report file is sufficient to conduct this investigation. The results obtained running the 
calibration benchmark using OpenCV are available (see attachment). 

1.6 Task interface 
This section describes the API that should be implemented by each toolkit in order to allow its assessment 
by the VIALAB benchmark framework. 

                                                           

9
 Each image contains 30 points so it is equivalent to 30 points and vice versa. 
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Included are (see attachments): 

 The C header file of this API. 

 A reference implementation of this API for OpenCV. 

 The code of VIALAB benchmark framework that will invoke the API. 

All data structures that are used are described in attached header file. Six procedures should be 
implemented by the vendors: 

1. CALIBRATION FUNCTION WITH IMAGES: a function that performs the calibration procedure using a set 
of images. It receives as input a set of calibration images and their number (10 up to 30). For each 
image 3D coordinates of each calibration point (numbered as described in Figure 1.2) are provided: 
WRF coordinates for the first image; 3D coordinates local to the target for all other images as 
described previously. The function shall return as output the intrinsic and the extrinsic parameters 
relative to the first image. As mentioned before, the function shall also allocate the memory needed 
by lens distorsion coefficients. 

2. CALIBRATION FUNCTION WITH POINTS: a function that performs the calibration procedure without 
using images. It has as input the 3D coordinates (as described in the previous function) and 2D image 
coordinates (in still distorted images) of calibration points. The function shall return as output the 
same data as the function described above. 

3. UNDISTORTION FUNCTION: a function that undistorts images once the camera is calibrated (this will 
allow us to find the verification pattern in the undistorted images). It should accept as input the image 
that has to be undistorted and the intrinsic parameters computed with the calibration function. Its 
output shall be the undistorted image. 

4. BACK PROJECTION FUNCTION: a function that back projects 3D points to 2D image coordinates. It has 
in input the WRF coordinates of the verification points and the intrinsic and the extrinsic parameters 
computed by the calibration function. Its output shall be the 2D image coordinates of the same points 
in the undistorted image (the calibration engine will compare these results with the points it has 
localized in the undistorted images). 

5. PROJECTION FUNCTION: a function that projects image points to WRF coordinates. It has in input the 
2D image coordinates of the verification points in undistorted images and, for each point, the z 
coordinate expressed in the CRF (computed by us using the extrinsic parameters and the equation (1)), 
furthermore the intrinsic and the extrinsic parameters computed by the calibration function are given 
in input. Its output shall be the projected WRF coordinates of each point (the projected coordinates 
will then be compared with the measured WRF coordinates). 

6. IMAGE BASED PROJECTION FUNCTION: this function has in input a set of already undistorted images 
corresponding to a same pose of the verification target and for each verification point on it (numbered 
as in Figure 1.2) the related z coordinate expressed in the CRF (computed in the same way of the 
previous function); furthermore its inputs will include the intrinsic and the extrinsic parameters 
computed by the calibration function. Its output shall be the same of the previous function. 

7. CORNER DETECTOR (optional): this function has in input an image in which the standard checkerboard 
is present. It should return in output the 2D image coordinates of its corners (numbered as in Figure 
1.2). This is an optional function, if a vendor provides it we will compare its results with the ones 
obtained by the standard localization procedure in order to validate its accuracy. 
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A Problems encountered during optical measurements 

As previously mentioned, during optical measures we encountered some problems: 

 The physical edges of the targets are not perfectly rectilinear, showing structural defects that introduce 

an uncertainty of about 100 µm (especially at the corner that we consider as the origin of the LRF). The 

figure below shows the data sensed by the optical measurement bench, thus highlighting the 

uncertainty in the localization of the origin (a) as well as the poor rectilinearity of the target edges (b). 

 

 
Figure A.1: Microscope view of the physical corner (a) and the physical edge (b) of the verification target 

To deal with this problem we have found the x-axis and the y-axis localizing four points for each edge 
(and then computing the line with the least-square estimation) and then measuring the coordinates of 
the same points in the mechanical measurement bench to find the axis equations in the WRF. 

 The pattern is subjected to ink-spread and ink-shrink phenomena, that introduce an uncertainty of 

about 30 µm in the localization of calibration points, as we can see in the figure below. 

 

 
Figure A.2: Ink-spread (a) and ink-shrink (b) observed phenomena 

To deal with this problem we localize the calibration points at the middle of uncertainty bands. 

The total introduced uncertainty is about 130 µm. Considering also the precision of the mechanical and 
optical test benches (available on their datasheets), the total uncertainty becomes of about 150 µm. The 
minimum pixel size at working distance, as seen in Table 1.1, is of about 0.3 mm; however working with 
sub-pixels can reduce this dimension, so these effects can become relevant, especially when computing the 
ground truth. This will be taken into account when computing the final results. 

Using a more accurate verification target is a future improvement we have already considered. 
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