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Summary – Day 1 

Introduction 

3D sensors 

Data representations 

Differential entities and operators 

 

Hands on session – Point Cloud Library (PCL) 
PCL installation 

Load and visualize a point cloud 

Compute normals 

Apply standard filters 



Data representations 

F. Tombari, S. Salti 

3D Computer Vision 



F. Tombari, S. Salti 

3D data may be represented in different formats 

Unorganized 

• Point cloud: a set of vertices.  

• Polygon mesh: a set of vertices and their connections (topology). 

Organized 

• (Binary) voxelized cloud: a 3D regular grid of (binary) density values.  

• Range image: a 2D regular grid (an image) of 3D coordinates. 

3D data may be 

Pure 3D: represent only the geometry of the scene 

RGB-D: store the geometry of the scene as well as the intensity of the 3 color 
channels 

3D data may represent 

Full 360° (3D) view of an object /scene 

2.5D view of an object /scene 

 

 

 

3D Data Representations 
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Point cloud is the most 
common 3D data 
representation in 
computer vision. 

It is just a collection of 3D 
coordinates: 

unorganized ; hence, 
nearest neighbor 
searches are costly 

• Must build an index 
structure (e.g. kD-tree 
or Oc-tree) 

no topology 

• Inner and outer parts of 
the surface are hard to 
discriminate 

 

Point cloud 
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Polygon mesh is the 
most common 3D data 
representation in 
computer graphics. 

It is a collection of 3D 
vertices and of faces 
connecting them: 

unorganized ; hence, 
nearest neighbor 
searches are costly 

• Must build an index 
structure (e.g. kD-
tree or Oc-tree) 

Has topology 

• Essential for 
rendering 

• Provides surface 
orientation 

Polygon mesh 
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Mesh faces 
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Polygon Mesh Rendering 
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Range image is a useful representation for 
efficient 3D data processing 

The term is a bit ambiguous as it is used to 
denote 

a single channel image whose pixels encode 
the distance of the scene point from the 
sensor 

a three channels image whose pixels 
encode the coordinates of the scene points 

It is an organized representation 

Nearest neighbor searches can be carried 
out efficiently by exploiting the image lattice 

No topology 

But it is easy to create it from the lattice 

Only 2.5D views: it provides also the sensor 
position (point (0,0,0)). 

Range image 

Image from Stuttgart Range Image Database 

(http://range.informatik.uni-stuttgart.de/) 
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From range images to meshes 
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Voxelization is a useful representation 
for efficient 3D data processing 

It is also the output of some sensors 
(e.g. metal detectors, body scanners) 

It represents surfaces with a regular 
grid of voxels (volumetric pixels) 

3D coordinates are implicitly defined 
by the index in the grid. 

It is an organized representation 

Nearest neighbor searches can be 
carried out efficiently by exploiting 
the regular structure 

No topology 

But it is easy to create it from the grid 

Suitable also for full 3D views. 

 

Voxelized clouds 
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Change representation 

Point Cloud 

Voxelized cloud Polygon Mesh 

Range Image 

Triangulation 

on Lattice 

Surface reconstruction 

(Marching Cubes,  

Poisson, ... ) 

Discard  

faces 

Quantize 

(step?) 

Points from 

voxel 

coordinates 

Need vantage point 

Need  

vantage  

point 

Points from pixel data 

Quantize (step?) 

Triangulation on Grid 



Differential entities and 
operators 
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Surface normals are important properties of a geometric surface, and are 
heavily used in many areas, e.g. in computer graphics to apply the light 
sources that generate shadings. The vast majority of the features we are 
going to see in this course are based on normals as well. 

In the continuous domain a normal to a surface at a point P is a vector that 
is perpendicular to the  tangent plane to that surface at P. 

Ambiguity. A normal to a surface does not have a unique direction: the 
vector pointing in the opposite direction of a surface normal is also a 
surface normal. 

Surface normals 
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Meshes are the most convenient representation to estimate normals. 

Given the oriented faces from the topology, the normal at point P can be 
computed as the average of the normals to the faces incident to P. 

The problem of normal sign ambiguity is also automatically solved by the 
face orientations. 

Normals on meshes 



F. Tombari, S. Salti 

Three steps 

1. Identify neighbors 

2. Estimate the normal vector using the neighbors 

3. Define the sign of the obtained normal 

On a point cloud, 1. is usually solved with either 

A radius search 

A k-NN search 

There is no standard solution for 3. 

As we shall see, PCL exploits a robust, but not very general assumption. 

 

Normals on point clouds 
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The most widespread methods to solve 2. on point clouds is based on Total 
Least Squares (TLS). 

By following the definition, the normal is defined as the vector 
perpendicular to the tangent plane. The tangent plane has equation 

 

 

 

Given the set of k 3D neighbors pi of p, TLS finds the tangent plane and 
hence, the normal n by minimizing 

 

 

Total least squares estimation 
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The solution to the previous equation is given by the eigenvector 
corresponding to the smallest eigenvalue of the scatter matrix 

       

                                                                      with 

 

Intuitively, as the scatter matrix models  

 the dispersion of the points in the  

 neighborhood, the eigenvector  

 corresponding to the smallest  

 eigenvalue, represents the direction  

 of minimal variation, i.e. the direction  

 perpendicular to the tangent plane. 

 

Ambiguity: eigenvectors are defined up to a sign. 

 

 

Principal Component Analysis 
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Again, three steps 

1. Identify neighbors 

2. Estimate the normal vector using the neighbors 

3. Define the sign of the obtained normal 

1. is solved by considering a square neighborhood of radius r on the lattice. 

There is a standard and simple solution for 3. 

As we know the sensor position v, we can identify the outward direction from 
the object as the one pointing toward the sensor, i.e. for every point 

 

Normals on range images 
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The standard approach is the same used for point clouds. 

However, the TLS method can be implemented more efficiently by means of 
integral images. 

 

 

 

 

 

 

9 images are used: 

 

 

 

 3 for the mean values and 6 for the second order terms.  

Normal on range images 
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Another approach, suitable only on range images, is based on the fact that 
the normal can obtained as the cross product of two (non parallel) vectors 
belonging to the tangent plane. 

By selecting as tangent vectors the mean horizontal and vertical gradient of 
the range image at the point, the normal can be computed as 

 

 

 

If the horizontal and vertical gradients are computed by using central 
differences, this approach is suitable to optimization via integral images as 
well. 

In particular, only 6 images are used. 

A less robust but faster variant uses only the gradients at the horizontal and 
vertical neighborhood of the point 

Only 3 integral images are used. 

 

Normals on Range Images 
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Again, three steps 

1. Identify neighbors 

2. Estimate the normal vector using the neighbors 

3. Define the sign of the obtained normal 

1. is solved by considering a cubic neighborhood of radius r on the lattice. 

Voxel Adjacency 

• 26-adjacent 

• 18-adjacent 

• 6-adjacent 

 

 

There is no standard solution for 3. 

Normals on voxelized clouds 
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The standard approach is the same used for point clouds. 

However, the TLS method can be implemented more efficiently by means of 
integral volumes. 

Again, 9 volumes are needed. 

May lead to memory problems 

 

Normals on voxelized clouds 
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Intuitively, curvature is the amount by which a shape deviates from being 
flat. 

A circle has everywhere curvature equal to the reciprocal of its radius. 

 

 

 

 

The curvature of a curve is defined as the curvature of its osculating circle 
at each point. 

Curvature 
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3D curvature 

When considering shapes in 3D space the notion of curvature becomes 
more complex. 

In particular, at each point we can define a normal plane as a plane that 
contains the normal. Every such tangent plane cut the surface in a plane 
curve. Each such curves has in general different curvature. 

Hence, for a shape we can define  

 the directional curvature at p, 

 given a tangent vector T 

 

 

 

More formally 
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The principal curvatures at p, C1 and C2, are the maximum and minimum 
values of the directional curvature. 

The direction of tangent vector associated to them are always orthogonal 
and are termed the principal directions. 

Ambiguity: the are two tangent vectors associated to each principal 
curvature. 

Principal curvatures 
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Two more relevant curvatures can be defined at each point 

The mean curvature, usually indicated by H, is the mean of the principal 
curvatures 

 

 

The Gaussian curvature, usually indicated by K, is the product of the 
principal curvatures 

 

 

 

The mean curvature is an extrinsic curvature, whereas the Gaussian 
curvature is an intrinsic curvature: it does not depend on the embedding of 
the surface. 

Mean and Gaussian curvatures 
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Koenderink and van Doorn[19] developed a single-value, angular measure 
to describe local surface topology in terms of the principal curvatures. 

Such measure is termed Shape Index and is defined as 

Shape Index 
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http://tosort.tumblr.com/post/22192083875/koenderink-shape-index-as-plotted-onto-a-norman 

http://homepages.inf.ed.ac.uk/rbf/CVonline/LOCAL_COPIES/WORTHINGTON/node9.html
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There are several proposal, but not a standard approach. 

Three classes of methods  

1. Fit a surface on the neighboring faces and then estimates the curvatures 
analytically from it. 

2. Estimate directional curvatures for all the points in the neighborhood, then 
estimate the curvatures from the eigenvalues of 

 

 

 

 

3. Average the curvature tensor on the neighborhood 

For example, as an external contribution for the VTK library, it is freely 
available on-line an implementation of a method in the second class, due to 
Taubin (ICCV 1995). 

 

 

Curvatures on meshes 
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Curvatures are well defined only for surfaces (and their approximation as 
meshes) 

On point clouds, an approximation of them can be computed by projecting 
the normals on the tangent plane, and then computing the PCA, i.e. The 
eigenvalue decomposition of the covariance matrix. 

The max and min eigenvalues are used as maximum and minimum 
curvatures, the corresponding eigenvectors as principal directions 

 

Curvatures on point clouds 


